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Abstract. Adversarial examples are one of the biggest potential risks
faced by the modern neural networks, threatening the application with
high sensitiveness. To improve the efficiency of black-box attacks, and
eventually achieve the purpose of reducing the query number by a large
margin when keeping a high attack success rate, we propose a NES-
based gradient estimation method, which greatly reduces the queries via
a heuristic way. We also use ADAM-based perturbation update rules to
improve the strength of iterative attacks. Besides, to make the whole
method more flexible, meta learning is introduced to generate gradi-
ents on multiple substitute models and train an initial meta model with
stronger generalization ability for online attacks. Experiments on MNIST
and CIFARI10 show that META-NES-ADAM attack greatly reduces
query number while sacrificing a little attack success rate when attacking
black-box models.

Keywords: Black-box attack - Meta learning + Adversarial examples -
Query

1 Introduction

With the wide application of neural network, its lack of interpretability and
formal description is one of the problems restricting its further development.
Under normal conditions, neural network can calculate the final task-related
prediction value through internal reasoning, while there is no explicit reasoning
mode for human understanding in the intermediate process. The exploration of
its reasoning basis is an independent research. Sometimes mapping the output
value of the shallow neural network back to the original input space can obtain
some useful clues related to the final task, but for the complex (nonlinear) deep
network, its deep reasoning basis is still unclear. This will lead to two serious
technical challenges in the application of neural network: firstly, malicious input
will lead to the network to get far away from the actual output results, such
as the adversarial examples in image and natural language; Secondly, due to its
unclear internal reasoning mechanism, it is impossible to set up limited rules to
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make up for the reasoning logic of the network, and the reliability of reasoning
depends entirely on the robustness of the network. The above challenges lead to
the current application of neural network is still in the level of easy to attack and
difficult to defend. In the face of applications with high-security requirements,
such as face recognition and automatic driving, it often needs additional physical
information to ensure security, or human intervention to prevent accidents, which
makes the deployment and application process of neural network have large
technology overlap and excessive resource allocation.

To understand and infer the internal operation mechanism of neural network,
we try to control the input and output parts of neural network from the per-
spective of attackers, so as to provide a powerful analysis and verification means
for the establishment of subsequent defense mechanisms. We will focus on how
to attack efficiently under specific conditions (the attacker does not grasp the
specific structure and parameter information of neural network) in the process
of adversarial examples construction. Attacking efficiently here mainly includes
two meanings: one is how to search for perturbation vector with high success
rate at low query cost, and the other is how to attack as many unknown models
as possible with one perturbation vector. However, in the process of research,
we also notice the limitations of current algorithms: most of the research sce-
narios are limited to white-box conditions, and lack analysis methods and tools
for unknown models, which greatly hinders our comprehensive understanding of
neural networks. Our preliminary empirical analysis shows that the perturba-
tions searched from a large number of neural networks with different structures
are indeed closely related. For the black-box model, the perturbation calculated
from the white-box model can be easily transferred to the black-box for effective
attack. For the query times, although the query number needed for gradient esti-
mation has been greatly optimized by ZOO [1] and AutoZOOM [2], and there
have been many active researches in recent years, it is still in its infancy [1,3].

At present, many attack algorithms are directly related to gradient in white-
box scenario, while gradient estimation method and iteration strategy need to be
further considered in black-box scenario. Complex gradient estimation and ineffi-
cient iteration strategy are the two reasons for the unsatisfactory query efficiency
and performance. At the same time, the requirement of black-box transferability
is more and more strict. The success rate of attacking unknown model trans-
ferred from the perturbation of typical white-box attack is usually limited, and it
needs to consume a certain number of queries to transfer effectively to improve
the attack success rate. Typical schemes for transferring include autoencoder
[2], natural evolution strategy [4] and so on. Based on the technical challenges
and research status, this paper combines ADAM update rules and NES, and
then introduces the meta learning frameworks, obtaining a high-transferability
and efficient-estimation black-box attack method, which is called META-NES-
ADAM attack.

This paper mainly makes the following contributions:

1. We combine ADAM update rules and NES for the first time, which makes full
use of the historical information in the gradient estimation process ignored
by the traditional algorithm. Without introducing additional query consump-
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tion, the average attack success rate of black-box attack is improved as high
as 8%.

2. We integrate the meta learning into the step of gradient estimation, and
introduce the periodic gradient estimation strategy. Although a small amount
of attack success rate is sacrificed, the query number is greatly reduced, so as
to ensure the efficient operation of the whole method.

3. Our method has a high degree of adaptive learning ability and transforms the
idea of black-box attack from ” attack specific model” to ”learn how to attack”.
It can carry out long-term offline learning in different types of datasets and
models, and then obtain an initial meta model with stronger generalization
ability, which can quickly adapt to any dataset and model online.

2 Related Work

White-Box Attack. Typical white-box attack methods include FGSM [5],
PGD [6], DeepFool [7] and C&W attack [8] whose important assumption is
that the attacker can grasp the specific structure and parameter information of
neural network to obtain gradient and loss. Other white-box attack algorithms
[9-11] mainly make great improvements to FGSM. For example, [9] introduces
momentum into the iterative FGSM to accelerate and stabilize the whole itera-
tive search process. Considering neural networks have the translation-invariant
property, [10] optimizes an adversarial image by using a set of translated images
to improve the generalization ability of white-box attack.

Black-Box Attack. In contrast, the black-box attack setting prohibits any
access to internal configurations, which is more in line with the real scene. [12]
trains a substitute model and deploys a white-box attack to it, so the attack
transferability from the substitute model to the target model determines the
effectiveness of black-box attacks. Because the black-box model can’t get the
gradient by back propagation, finite difference method [13] is a classical way of
black-box attack to estimate gradient. [1] proposes a coordinate descent-based
method employing only the zeroth order oracle without gradient information,
and attains comparable performance to C&W attack. To reduce queries and
increase efficiency in finite difference, RG (Random Grouping) and PCA (Prin-
cipal Component Analysis) are introduced [14].

NES. Natural Evolution Strategies(NES) is introduced into deep learning by sal-
imans et al. to solve derivative-free optimization problems [15]. NES maximizes
the expected value of the loss function under the search perturbation instead
of directly maximizing the objective function F(x). [4] proposes the variant of
NES to construct adversarial examples in the query-limited setting, using NES
for the black-box gradient estimation and employing PGD with the estimated
gradient. This method does not require the substitute network and allows gra-
dient estimation in much fewer queries than the typical finite difference method.
Besides, many researchers applies NES to the project successfully[15,16].
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Meta Learning. The core idea of meta learning is to make machine learning
model have the ability to learn new concepts and skills with only a small amount
of data [17]. A good meta learning model should have strong adaptability and
generalization ability. Different from the traditional method, meta learning can
change the parameters of the model through the adaptive process which is called
Few Shot Learning(FSL). The model completes the transformation from the
original domain to the target domain, and then it can perform tasks in the
target domain. OpenAl develops first-order meta learning algorithm: Reptile
[18], which trains to minimize loss on the expectation over training tasks and
optimizes for within-task generalization. In fact, there are many examples of
applying meta learning to the field of adversarial Attacks[19-21]. [21] proposes
a query-efficient meta attack method, which obtains prior information from the
successful attack patterns and uses it for efficient optimization without sacrificing
too much attack performance.

3 Method

3.1 NES-Based Gradient Estimation Algorithm

We introduce antithetic sampling [4] based on the original NES. More specifically,
random Gaussian distribution is chosen as the search distribution; That is, we
have 8 = = + 04 around the image, where 6 ~ N(0, 7). We sample half of the
Gaussian noise for i € {1,..., 5} rather than directly generate n values from
the distribution and the other half is set to be negative: 0; = —d,_;1, where
Jj € {(§ +1),...,n}. This optimization approach has been empirically proven
to improve the performance of NES [4,15]. Therefore, the gradient estimation
function we actually used is shown as follows:

VE[M(0)] ~ i S 6M(0 + 06) (1)

NES gradient estimation algorithm is shown in Algorithm 1. Here, loss func-
tion L£(-) is

J(,t) = maz{maz, s, log[M(x)}; — log[M ()}, —} (2)

where £ > 0, log0 is defined as —oo and k is a constant used to control
the distance between target category log[M(z)]; and most similar category
maz;z [ F(z));.

3.2 ADAM-Based Perturbation Update Rules

For non-linear models, the direction of one-step iteration may not be completely
accurate, while multi-step iteration can gradually adjust to find a better direc-
tion. There are different strategies for multi-step iteration. In white-box attack
such as PGD [6], the most direct iterative method is adopted while in black-box
attack, due to the uncertainty of gradient estimation, more complex strategies
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Algorithm 1. NES Gradient Estimation Algorithm

Input: ModelM, image(x,y), loss function £(-)

Output: Gradient VM (y|x) with respect to input (x, y)

Parameters: Standard deviation of Gaussian distribution o, number of samples n,
input dimension N

1. Initialize gradient g < 0,

2. fori« 1tondo

3. Randomly sample from Gaussian distribution u; « N (On, In.~)
4 geg+ LM(ylz+o-ui)) - u
5. g g-LM(ylz —0-wi)) - wi
6. end for
7.

1
return 5. —g

are usually used to reduce the impact of gradient estimation. For instance, ZOO
[1] adopts stochastic coordinate descent, which makes it update coordinates by
small batches for each iteration, instead of updating the coordinates of the whole
space. The reason for this is that the query-efficiency of the finite difference
method is quite low and if the conventional stochastic gradient descent method
is used, one complete iterative attack will reach millions of queries, which is an
extraordinary attack cost.

Our method uses NES based gradient estimation, so the query number for
one-step attack of the whole space is not high. The low estimation accuracy
of NES makes it need more iteration steps than other strategies (such as finite
difference method) to reflect its advantages, and more iteration steps mean more
optimization space. Zeroth order stochastic coordinate descent with Coordinate-
wise ADAM [22] is proposed in ZOO and our optimization update strategy draws
on their success, proposing a non coordinate descent version of ADAM-based
iterative approximate update rules shown in Algorithm 2.

Algorithm 2. ADAM-based Iterative Approximate Update Rules
Input: Input image x, step size a, timestep T, M, v

Output: Adversarial example &

Parameters: ADAM hyper-parameters: 3; = 0.9, B2 = 0.999, ¢ = 1078

1. M —0,v+—0,T 0

2. while not converged do

3 Estimate § using algorithm 1

4 T, —T; +1

5. M~ M+ (1—-p1)g,v— P2+ (1-p2)9
6. N =M/(1—BT),0=0/(1-5)

O

8. Update x «— x + 6~

9. end while
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3.3 Meta Attack Algorithm

To further reduce the query consumption of black-box attack, we use meta learn-
ing framework to train the meta attacker. By learning a large number of prior
gradient information of the model in advance, the meta attacker learns to infer
the gradient of the target model only through a few queries. After getting such
a meta attacker, we replace the original gradient estimator with a meta attacker
to directly output the gradient. The following will describe the training process
and implementation details of the meta attacker.

The acquisition of prior information needs to collect a series of classification
models My, ..., M,, to generate the corresponding input and output gradient
information. After inputting image x into each pre-trained classification model,
we calculate the loss 1, ..., for each model. By performing a one-step back
propagation to the image x, the gradient information about the input can be
obtained. Finally, we collect n sets of data to train meta attacker X = {z;},G =
{gi},i = 1, ey N

Due to the inherent different attributes of classification tasks, the training
process of meta attacker samples each task 7;. In each iteration, we extract K
samples from the task 7;, calculate the feedback loss £;, and then update the
model parameters 6 to 8’ by using gradient descent method 0} = 0 —aVyL;(Ayp).
Eventually, we use the meta model update strategy of Reptile to summarize the
parameters of all tasks and update them to the model parameters:

1 n
/
=0+ ;(@ 0) (3)

In addition, we use the average square error loss in the internal round update:
Li(Ag) = || Ao (Xy) — G113 (4)

Here, (X ,,g>f ) is the K samples used in the internal update. Usually K is very
small, so the goal of the above update strategy is to find a good initial point
of meta attacker, and then quickly adapt to the new data distribution through
only a few steps of fine-tuning. Therefore, the feature can be naturally applied
to black-box attacks to estimate the gradient information of the target model.
Algorithm 3 shows more details of Reptile-based meta attacker training process.

To estimate the gradient information efficiently, we introduce a periodic inter-
val update strategy to realize the gradient learning and mapping of the meta
model, as shown in Algorithm 4. Specifically, we use the meta attacker above to
generate gradient information after carrying out the adaptive process to match
the target model. Suppose the input image is perturbed to x; in the t-th itera-
tion, if (t4+1) mod m =0, the finite difference estimation or NES estimation is
performed ,and then we fine tune the gradient g; after getting it. In the remaining
iterations, we directly use the fine-tuned meta attacker to output the gradient
gir = Ag (m)

Our method can greatly reduce the query number, because every M-time
interval in the attack process will actually perform a gradient estimation opera-
tion that consumes queries, and the total number of queries will be reduced by
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Algorithm 3. Reptile-based Meta Attacker Training Algorithm

Input: Input images X, corresponding gradients G as task 7;
Output: Meta model Ap
Parameters: o, ¢, K

1. Randomly initialize 6
2. while not converged do

3. for all 7; do

4. Sample K sample pairs (X,G) from 7

5. Calculate the loss £;(Ag) = || Ao (X)) — Gill3
6. Update 0] = 0 — aVeL;(Ap)

7. end for

8. Update @ «— 0+ el > (0;—0)

9. end while

m times. When we directly output the gradient in the meta attacker, there is no
need for additional query consumption. Here, the larger the update interval m,
it means fewer queries, but the effect of the attacker will also decline.

Algorithm 4. Reptile-based Meta Attacking Algorithm

Input: Test image zo and its label t, meta attacker Ap, target model Mg,
Output: Adversarial example &g

Parameters: Iteration interval m

1. for t=0,1,2,... do

2. if (t+1) mod m = 0 then

3 Perform NES gradient estimation to generate g

4 Fine-tune the meta attacker with L = || Ag(2¢) — 9|3
5. else

6 Generate g; from meta attacker

7 end if

8. Update x: = x¢ + B9y

9. if Myar(x¢) # ¢ then

10. return ¢;
11. else

12. Ti41 = Tt
13.  end if

14. end for

3.4 META-NES-ADAM Attack

The final attack approach is called META-NES-ADAM attack, which is com-
posed of the above algorithms and forms a high-transferability black-box attack
system, as shown in the Fig. 1. The whole attack process is divided into two
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parts: offline and online. Offline part needs to train classification models to pre-
process gradient extraction, and then carry out meta learning based on Reptile
to form an offline model. When running online, for each sample, the offline model
are called and updated intermittently to achieve the purpose of quickly adapt-
ing to the target model. For the target model, we also integrate a very efficient
ADAM-NES gradient estimation strategy, so that the whole attack process can
run online highly efficiently.

SN
substitute dient R
model gradients .
A 1 meta attacker perturbation input sample
su:‘st;n.;te gradients ADAM update rules
e O .
N
?
s C&W loss queryt
periodic
------------ — optimization
Y
substitute . radient NES
m(;fm g’ad"'fms egslimator target model
J
Step1: Gradient extraction Step2: Reptile-based meta learning Step3: ADAM-NES attack

Fig. 1. The overall workflow is divided into three steps. The first step is gradient
extraction. Based on the C&W loss from the logit layer, the input and corresponding
gradients are extracted from the trained substitute models. The second step is Reptile-
based meta learning. The third step is ADAM-NES attack. Here, NES is used as
gradient estimator, ADAM is used to update and iterate, and the periodic optimization
strategy is introduced to update meta attack model.

This paper uses a lot of advanced deep learning technologies, and they have
been adopted by many researchers in their solutions, such as MetaAttack [21],
which is similar to our attack process. The same point is that we all introduce
meta learning strategy into the black-box attack, and achieve very good results.
However, there are many differences between two attack methods, which are also
our advantages:

1. Gradient Estimation Strategy. Instead of using the finite difference
method as the final gradient estimation strategy, we introduce NES, which
can improve the query efficiency. It is worth mentioning that in MetaAttack,
in order to reduce the query number, the author sorts all the gradients and
selects top-q coordinates for finite difference estimation. This step requires
a certain amount of computing resources, and adopting the top-q method
will reduce the accuracy of finite difference, while our method does not need
these complex operations and the whole gradient estimation process can be
completed highly efficiently.

2. Perturbation Update Strategy. Instead of using the simple superposition
in FGSM, we employ ADAM-based iterative approximate update rules, which
makes our perturbation iteration more accurate.
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4 Experiments

4.1 Settings and Evaluation Metrics

In this paper, experiments are carried out on two datasets: MNIST and
CIFAR10. On MNIST, models A and B are designed and well trained. The
specific architectures of two models are shown in Table 1. In training, we set
the batch size to 100, and each pixel is normalized to [0,1]. Model A has two
convolutional layers and one fully connected layer, while model B has three con-
volutional layers. The accuracy of the test sets of the two models reaches 99.2%.
On CIFARI10, we also set the batch size to 100, and each pixel is normalized
to [0,1]. The two target models we used are ResNet-18[23] and WideResNet-28-
10[24], and the accuracy is 93.1% and 93.7%. The performance of the model
is shown in Table 2. The meta attack model architecture used in this paper is
shown in Table 3.

For MNIST and CIFARI10, our search range of perturbation is limited to
[0,0.4] and [0,0.03]. In the parameter selection of the finite difference method
(FD), we set § = 0.01 by default. For all iterative attacks (including white-
box attacks), we use the same step size &« = 0.01 on MNIST and « = 1.0 on
CIFARI10, and run 40 iterations on MNIST and 10 iterations on CIFAR10. For
attack algorithms using NES, we set the number of iterations to 160 on MNIST
and 20 on CIFAR10, and the number of samples n to 25 on MNIST and 200 on
CIFARI10. All the standard deviations are 0.001. For attack algorithms optimized
by meta learning, on MNIST, we set the attack interval to 8 and the number
of iterations to 160 and the number of samples n to 200. On CIFAR10, we set
the attack interval to 4 and the number of iterations to 80 and the number of
samples n to 200 to keep the attack intensity close.

Table 1. Model architectures on MNIST. Conv is convolutional layer and FC is fully
connected layer.

A B
Conv (64,5,5) + ReLU | Dropout (0.2)
Conv (64,5,5) + ReLU | Conv (64,8,8)+ReLU

Dropout (0.25) Conv (128,6,6)+ReLU
FC (128) + ReLU | Conv (128,5,5)+ReLU
Dropout (0.5) Dropout (0.5)
FC + Softmax FC + Softmax

We will use ASR, Avg. L2 and Avg. Queries as the evaluation metrics in the
experiments.

1. Attack Success Rate, ASR. ASR is the main evaluation metric, which
measures the success ratio of achieving the attack target: for untargeted
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Table 2. Performance of target models

Dataset | Classifier Top-1 Acc. (%)
MNIST | ModelA 99.2
MNIST | ModelB 99.2
CIFARI10 | ResNet18 93.1
CIFARI10 | ResNet-28-10 | 93.7

Table 3. Meta attack model architectures, Conv is convolutional layer and DeConv is
deconvolutional layer.

MNIST CIFARI10

Conv (16,3,3,1) + ReLU + BN Conv (32,3,3,1) + ReLU + BN
Conv (32,4,4,2) + ReLU + BN | Conv (64,4,4,2) + ReLU + BN
Conv (64,4,4,2) + ReLU + BN Conv (128,4,4,2) + ReLU + BN
Conv (64,4,4,2) + ReLU + BN Conv (256,4,4,2) + ReLU + BN
DeConv (64,4,4,2) + ReLU + BN | DeConv (256,4,4,2) + ReLU 4+ BN
DeConv (32,3,3,2) + ReLU + BN | DeConv (128,4,4,2) + ReLU + BN
DeConv (16,4,4,2) + ReLU + BN | DeConv (64,4,4,2) + ReLU + BN
DeConv (8,4,4,2) + ReLU + BN | DeConv (32,3,3,1) + ReLU + BN

attack, the model classification error is considered as success; For targeted
attack, the model needs to be classified to the specified category before it
can be considered as successful. It should be noted that the actual model
is not completely correct, so we do not attack the samples without correct
classification to evaluate the effectiveness of algorithms more accurately.

2. Avg. L2. To evaluate the perturbation, we use the average L2 distortion
distance between the original image and the adversarial example as the eval-
uation metric: |# — x| = % 3,1 N||& — x;||2. When different attacks achieve
similar attack success rate, the lower the Avg. L2 is, the better the attack
effect is, because lower Avg. 1.2 means that it is harder to be perceived.

3. Avg. Queries. For the black-box attack, query number represents the aver-
age times the black-box attack needs to visit the model. The metric has strong
practical significance, because in the real world system, visitors are usually
not allowed to visit indefinitely. Under the premise of the same success rate,
the attack algorithm with lower query consumption has stronger robustness
and generalization ability.

4.2 Comparison

This section mainly compares the attack method proposed in this paper with
the classic white-box attack and black-box attack methods. The results show
that our attack has the similar attack success rate and L2 distance with other
attacks, but it greatly reduces the query number.
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Comparison of Untargeted Attacks. For untargeted attack, the attacker
only needs to distort the classification result of target model to any other cat-
egory to succeed. The results of various untargeted attacks on MNIST and
CIFARI10 are shown in Table 4 and 5.

Table 4. Results of different types of untarget attacks on MNIST

Attacks Black | Model-A Model-B

ASR |Avg. L»|Avg#Q | ASR |Avg. Lo Ave. #Q
One-step attack
FGSM X 92.7% 6.2 N.A. 91.4% |6.9 N.A
FD v 94.1% |5.9 1568 93.7% 6.9 1568
PCA-FD v 90.5% |6.0 200 93.2% 6.5 200
RG-FD v 60.4% |5.9 196 83.5% | 7.3 196
Iterative attack
PGD X 100.0% | 2.3 N.A. 100.0% | 1.3 N.A
IFD v 100.0% | 2.3 62720 100.0% | 1.3 62720
PCA-IFD v 100.0% | 2.8 8000 100.0% | 1.5 8000
RG-IFD v 90.3% |2.6 7840 98.9% 3.1 7840
NES v 99.8 % | 2.4 8000 100.0% | 1.5 8000
ADAM-NES v 100.0% | 2.6 8000 99.9% |1.9 8000
META-ADAM-NES | v 100.0% | 3.8 1450 100.0% | 2.9 946

We can observe that the performance of FD exceeds the white-box attack in
most cases, which shows that it is an effective scheme to use the finite difference
method to estimate the gradient and then carry out black-box attack. The first
four rows and the middle four rows of data in the table represent one-step attack
and iterative attack results of this algorithm. It shows that whether white-box
or black-box attack is in iterative mode, the success rate of two different models
on MNIST and CIFARIO is greatly improved, which proves the effectiveness
of iterative attack. In addition, we note that the L2 distance do not increase
with iterations: On MNIST, the perturbation of iterative attack is half or more
less than that of one-step attack. The same phenomenon can be observed in
the results of CIFAR10. The results show that the structure of the deep neural
network is most likely nonlinear, because when the attack mode changes from
one-step to multi-step and the structure is a linear classifier, the gradient of the
loss to the input is fixed and the direction of perturbation never changes; But
for the nonlinear model, the direction of one step is not necessarily accurate, and
the multi-step iteration can find a better direction through gradual adjustment.
From the query number, the query efficiency of FD is extremely low, so we
use RG (Random Grouping) and PCA to optimize it. For RG, the number of
groups is set to 8. The results show that RG-FD can effectively reduce the
query number of FD, and it is related to the number of groups: for one-step and
iterative attacks, the query number is reduced to one eighth of the original on
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Table 5. Results of different types of untarget attacks on CIFAR10

Attacks Black | ResNet18 ResNet-28-10

ASR [Avg. Lo | Avg#Q|ASR [Avg. Lo | Ave. #Q
One-step attack
FGSM X 89.1% | 1.6 N.A. 94.7% | 1.6 N.A
FD v 92.0% |1.6 6144 93.5% |1.6 6144
PCA-FD v 69.2% |1.6 800 74.3% |1.6 800
RG-FD v 63.8% |1.6 800 69.4% |1.6 800
Iterative attack
PGDo X 100.0% | 0.3 N.A. 100.0% | 0.3 N.A
IFD v 100.0% | 0.9 61440 100.0% | 1.0 61440
PCA-IFD v 99.0% |0.6 8000 100.0% | 0.4 8000
RG-IFD v 99.8% |0.4 7680 100.0% | 0.4 7680
NES v 99.7% 0.7 8000 99.8% |0.7 8000
ADAM-NES v 100.0% | 1.2 8000 100.0% | 1.2 8000
META-ADAM-NES | v/ 100.0% | 1.2 960 99.8% |1.2 960

both MNIST and CIFAR10. However, on MNIST, the success rate of one-step
attack decreases by 33.7% when attacking model A and 10.2% when attacking
model B. Similar results can be observed on CIFAR10. ASR is obviously the
first factor to be considered in the attack, so we think that RG-FD does not
have practical significance. In contrast, the effect of PCA-FD is better, and its
success rate does not have much impact when the query number is similar to
RG-FD.

Finally, according to the last three rows of data in the table, we can draw the
following conclusions. The gradient estimation method using NES can achieve
relatively high attack success rate with low query cost. The success rates of the
two models on CIFAR10 are 99.7% and 99.8%, which are only 0.3% and 0.2%
lower than those of FD, but the query number of NES are only one eighth of FD.
The NES optimized by ADAM update rules can further improve ASR to 100%.
Although negative effects are produced in some models, ADAM can actually
improve NES as a whole. In particular, the meta attack model can greatly reduce
the query number. META-NES-ADAM reduces the query number to 1450 and
946 on MNIST, which is 18.1% and 11.8% of the original. It performs better on
CIFAR10, with only 12% of the original query number when attacking both two
models. It can be seen that the introduction of meta learning strategy greatly
improves the query efficiency of black-box attack, and does not sacrifice too
much attack success rate.

Comparison of Targeted Attacks. In the scenario with high requirements,
attackers are often required to specify the classification results of target model
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to a certain category, which is called targeted attack. The results of various
targeted attacks on MNIST and CIFAR10 are shown in Tables 6 and 7.

We can clearly observe that the overall success rate of one-step targeted
attack is low and less than 50%, so it is not suitable for black-box attack.
Although iterative attack improves the success rate, it also greatly increases the
query number. For example, the success rate of IFD on MNIST is 66.0% higher
than that of FD, but at the same time, the query number becomes 40 times of
the original. RG-IFD and PCA-IFD reduce the query number to some extent,
but sacrifice too much success rate, so they can not be adopted in practice.

Similar to untargeted attack, we can also say that the gradient estimation
method using NES can achieve relatively high attack success rate with low query
cost in target attack and ADAM-NES can further improve ASR in most cases.
Besides, on CIFAR10, The success rate of META-ADAM-NES is 97.4%, 15.6%
higher than that of ADAM-NES and it reduces the query number by 72.0% on
ResNet18. Although on ResNet28-10 the success rate is 92.8% and decreases
by 2.3%, the query number is reduced by 63.6%. The same conclusion can be
obtained on MNIST.

Table 6. Results of different types of target attacks on MNIST

Attacks Black | Model-A Model-B

ASR | Avg. L» | Avg.#Q ASR |Ave. L | Avg. #Q
One-step attack
FGSM X 30.5% |6.2 N.A. 24.4% 7.3 N.A
FD v 30.3% | 6.3 1568 24.0% | 7.2 1568
PCA-FD v 25.4% |6.0 200 22.0% 6.5 200
RG-FD v 13.5% | 6.0 196 11.9% | 7.5 196
Iterative attack
PGDs X 96.6% |3.1 N.A. 99.0% | 1.9 N.A
IFD v 96.3% |3.1 62720 99.5% | 1.9 62720
PCA-TFD v 88.1% | 3.8 8000 96.8% | 2.2 8000
RG-IFD v 55.3% |2.5 7840 89.0% | 2.3 7840
NES v 82.0 % | 3.2 8000 97.6% | 2.2 8000
ADAM-NES v 86.2% |3.1 8000 96.6% | 2.3 8000
META-ADAM-NES | v 94.7% | 4.7 2960 99.1% | 4.0 1960

4.3 Effects of Attack Methods under Different Parameters

This section compares the attack effects of different attack methods under differ-
ent intensity. The results are shown in Fig. 2 and 3 where X-axis represents the
step size and Y-axis represents the attack success rate. The two figures show the
attack success rate of different attack methods using different step sizes when



Towards High Transferability on Neural Network

85

Table 7. Results of different types of target attacks on CIFAR10

Attacks Black | ResNet18 ResNet-28-10

ASR [Avg. Lo | Avg#Q|ASR [Avg. Lo | Ave. #Q
One-step attack
FGSM X 33.6% |1.6 N.A. 41.2% 1.6 N.A
FD v 34.5% |1.6 6144 42.2% 1.6 6144
PCA-FD v 21.3% |1.6 800 23.1% |1.6 800
RG-FD v 17.3% | 1.6 800 20.6% |1.6 800
Iterative attack
PGDo X 99.5% |0.5 N.A. 100.0% | 0.5 N.A
IFD v 100.0% | 0.6 61440 100.0% | 0.6 61440
PCA-IFD v 75.0% 0.9 8000 74.3% |1.0 8000
RG-IFD v 88.0% |0.6 7680 89.0% 0.6 7680
NES v 81.8 % |1.1 8000 95.1% |0.7 8000
ADAM-NES v 91.9% |1.1 8000 93.3% |1.1 8000
META-ADAM-NES | v/ 97.4% 1.3 2244 92.8% |1.4 2914

attacking model A on MNIST and ResNet18 on CIFARI10. Here, we mainly
use the following attacks to compare: white-box attack: iterative FGS; Black
box: PCA-based FD, NES, ADAM-NES and META-ADAM-NES. Because of
the weak one-step attack, we do not adopt any one-step mode for the sake of
fairness of comparison; At the same time, due to the original finite difference
method has high query number, it has no practical significance. This paper uses
PCA-based FD with the close of query number to compare, which is because the
PCA optimization method is more successful than RG in ASR and the query
number is optimized to some extent; The remaining three methods are the com-
parison of the improvement schemes proposed by us. The practical effect of each
module proposed in this paper can be proved from the experimental results.
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From the experimental results, we can draw the following conclusions:

PCA-based FD relies on datasets, which can be observed from the results
of MNIST and CIFARI10. It can achieve better effect on MNIST, but worse
on CIFAR10.One of the possible reasons is that the distribution of MNIST
is relatively simple while the pixel range of images on CIFARI0 is large.
Therefore, PCA can not learn the overall data distribution as quickly as
MNIST, leading to PCA can not provide an effective direction for black box
attacks. However, a series of NES-based black-box attack methods proposed in
this paper do not depend on the strength of datasets, and can better transfer
between different datasets, which is one of the advantages of our methods.
ADAM-NES can effectively enhance the attack strength of NES. It can be
observed from the two figures that the success rate of ADAM-NES can achieve
stable improvement under various attack intensities, and this conclusion is
applicable to different datasets and different models. This is because ADAM
update rules make full use of the first-order historical information of the gra-
dient. Compared with the original attack method which simply superimposes
historical information, the gradient direction of ADAM is more accurate. At
the same time, due to the introduction of the first-order momentum, the
gradient direction in the iterative attack process is more stable. If there is
fluctuation between iterations, the effective attack strength will be offset,
and ADAM update rules can better alleviate the problem caused by this
phenomenon.

The meta learning based attack method has little influence on ASR. Accord-
ing to the introduction of this paper, the role of meta learning is to greatly
reduce the query number of black-box attack and improve the attack effi-
ciency. The improvement design of ASR is limited, but we can still observe
that when the perturbation intensity increases gradually, the success rate of
META-ADAM-NES gradually approaches that of ADAM-NES. It should be
noted that META-ADAM-NES on MNIST even exceeds the original algo-
rithm under some perturbations, which shows the effectiveness of meta learn-
ing. The attack interval of meta model on MNIST is 8, and that on CIFAR10
is 4, which means that META-ADAM-NES reduces the perturbation by at
least 8 times and 4 times on MNIST and CIFARI10.

Conclusion

This paper proposes META-NES-ADAM attack to generate adversarial exam-
ples against deep neural networks, which combines ADAM update rules and
NES, and then introduces the meta learning, obtaining a high-transferability
and efficient-estimation black-box attack method. We compare this approach
with other classic one-step and iterative black-box attack algorithms, finding
that it reduce query number by a wide margin while sacrificing a little attack
success rate. Besides, We also discuss the benefits of NES, and the reasons for
introducing ADAM and meta learning.
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